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1. Transparency in AI governance



Initiative/Organisation Name Outputs

ACM US Public Policy Council The ACM US Public Policy Council 

Principles for Algorithmic Transparency 

and Accountability

AI4People AI4People Ethical Framework

Data4Democracy Global Data Ethics Pledge (GDEP)

DeepMind Ethics & Society DeepMind Ethics & Society Principles

Department for Digital, Culture, 

Media & Sport

Data Ethics Framework

Digital Catapult / Machine 

Intelligence Garage Ethics 

Committee

Ethics Framework

EPSRC Principles of Robotics

European Commission's 

European Group on Ethics in 

Science and New Technologies

Ethical principles described in 

Statement on Artificial Intelligence, 

Robotics and ‘Autonomous’ Systems

European Commission's High-

Level Expert Group on Artificial 

Intelligence

Draft Ethics Guidelines for Trustworthy 

AI

FAT-ML research network FAT/ML principles and social impact 

statement

Future of Life Institute Future of Life Institute Asilomar 

principles for beneficial AI

Google AI at Google: our principles

IEEE IEEE General Principles of Ethical 

Autonomous and Intelligent Systems

Initiative/Organisation Name Outputs

IEEE Global Initiative on Ethics 

of Autonomous and Intelligence 

Systems

Ethically Aligned Design: A Vision for 

Prioritizing Human Well-being with 

Autonomous and Intelligent Systems

Information Technology Industry 

Council

ITI AI Policy Principles

Intel Artificial Intelligence: The Public Policy 

Opportunity. 

International Conference of Data 

Protection & Privacy 

Commissioners

Declaration on Ethics and Data Protection in 

Artificial Intelligence

Japanese Society for Artificial 

Intelligence (JSAI)

Japanese Society for Artificial Intelligence 

(JSAI) Ethical Guidelines

Microsoft Microsoft AI Principles

National Statistician’s Data 

Ethics Advisory Committee

Ethical Principles for reviewing policy and 

project proposals

NESTA 10 principles for public sector use of 

algorithmic decision making

Partnership on AI “Tenets" to be followed by partners

Software & Information Industry 

Association

Ethical Principles for Artificial Intelligence and 

Data Analytics

The Institute for Ethical AI & 

Machine Learning

The Responsible Machine Learning Principles

The Public Voice Universal Guidelines for Artificial Intelligence

UK House of Lords Select 

Committee on Artificial 

Intelligence

AI in the UK: ready, willing and able? 

Specifically, the five overarching principles for 

a cross-sector AI code

University of Montréal Montréal Declaration for Responsible AI draft 

principles

UNI Global Union / The Future 

World of Work

Top 10 Principles for Ethical Artificial 

Intelligence
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Rumours and myths about the General Data Protection Regulation (GDPR)

‘The law will also create a “right to explanation,” whereby a user can ask for an 

explanation of an algorithmic decision that was made about them.’

Explanation of the rationale of all types of algorithmic decisions 

Would be a highly disruptive and technically challenging right to enforce
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What does the GDPR actually do?

GDPR provides “right to be informed” about existence of automated processes and 

system functionality, if solely based on automated processes and with legal or 

significant effects

But no explanation about the rationale of an individual decision



What is an explanation according to the GDPR?

Recital 71

“In any case, such processing should be subject to suitable safeguards, which 

should include specific information to the data subject and the right to obtain 

human intervention, to express his or her point of view, to obtain an explanation 

of the decision reached after such assessment and to challenge the decision.”



2. Explanations in AI



Proceedings of ACM FAT* 2019



• Who is the audience? 

• When do people want explanations, and why?

• Should I describe how the system or model works in general, or how your 

particular case was decided?

• Which information should I provide?

How should we explain decisions made by algorithms?









Explanations could address questions such as:

• Why did the system behave like it did?

• Is the system working as intended?

• Do the decisions being made seem sensible?

• Does the system conform to relevant legislation?

• Am I being treated fairly?

• What could I do different next time to get a favourable outcome?

Answering these questions can be very difficult…

What needs to be explained?



• Simplified approximations of more complex models are given as explanations

• Two main types:

• Linear or gradient-based approximations

• Decision-tree based methods

• Used for global and local explanations

• Explainability vs. interpretability

Which methods are currently popular in xAI?



• Methods to create simplified approximations of more complex models are akin 

to scientific modelling

• Useful for debugging or predicting model behavior over a restricted 

domain

• Pedagogical utility

Approximations as scientific models



“All models are wrong but some are useful”

Box’s maxim

• xAI approximations require a three way trade-off:

• Accuracy

• Size of domain

• Complexity

• As with scientific models (Hesse 1965), we need to know:

• over which domain an xAI approximation is reliable (positive analogies) 

• where it breaks down (negative analogies)

• where its behavior is uncertain (neutral analogies)

Challenges for explanation by approximation



Local approximations: What are the limitations?



• Causal chain and necessity of causes to an event (Ruben 2004)

• Full / scientific

• Partial / everyday

• Everyday explanations focus on why particular facts (e.g. events, properties, 

decisions) occurred, rather than general scientific relationships

Explanations in philosophy & cognitive science



Explanations in philosophy & cognitive science

“‘Everyday explanations’ are contrastive, selective, and social.”

(Miller 2017)



• Explanations are sought in response to counterfactual cases

• “People do not ask why event P happened, but rather why event P 

happened instead of some event Q” (Miller, 2017)

• The perceived abnormality of an event drives requests for explanations

• Unexpected outcomes

• Violation of social/ethical norms

Explanations are contrastive



• Full causal explanations are exceedingly rare and not expected; rather, certain 

causes are selected as relevant

• Multiple valid explanations of P are possible

Why did the glass break?

• Because gravity exists

• Because marble is harder than glass

• Because my cat knocked it off the table

Explanations are selective



Explanations are social

• Explanations are interactive

• Information is tailored according to the recipient’s beliefs and level of 

expertise

• Explanations are discursive and iterative

• Not one-way information exchange; more like an argument

• Disagreement and confusion to be expected



Proposal: communicative, contrastive explanations 

• Contrastive explanations (e.g. Martens and Provost, 2013; Wachter et 

al., 2018) which are communicative in the sense that they encourage:

• Meaningful information exchange and dialogue

• Critical argumentation and discussion of the method and possibly 

the the justifiability of the automated behaviour, decision, or 

recommendation
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3. Counterfactual explanations







Counterfactuals as explanations 

 Counterfactuals describe a dependency on the external facts that led to 
a decision. 

 Counterfactual explanations are statements taking the form:

Score p was returned because variables V had values (v1,v2,...) 
associated with them. If V instead had values (v1',v2',...), and all 
other variables remain constant, score p' would have been 
returned.

 “You were denied a loan because your annual income was £30,000. If 
your income had been £45,000 you would have been offered a loan.”



Counterfactual explanations: How do I get the decision I wanted?









Counterfactual explanations

 What would have needed to be different for my preferred outcome?

 “You were denied a loan because your annual income was £30,000. If your 
income had been £45,000 you would have been offered a loan.”

 Multiple counterfactual explanations are usually possible!

 “If your income was £45,000 rather than £30,000 you would have received 

the loan.”

 “If you owned one car rather than two cars you would have received the 

loan.”

 “If your income was £40,000 (not £30,000) and you owned one car (not two) 

you would have received the loan.”



Three goals of explanations for individuals

 Understand decisions

 Counterfactuals reveal some of the logic and key 

variables in a decision

 Challenge decisions

 Counterfactuals provide valuable evidence for the 

right to contest (Art 22(3)) 

 Alter future decisions 

 Counterfactuals reveal what would need to be 

different to receive a desired result



Advantages of counterfactual explanations 

 Calculate multiple “close possible worlds” and provide multiple 
counterfactual explanations

 Bridges gap between debugging (CS) vs. assessment of lawfulness 
(law/ethics)

 Can be generated even if complex methods (e.g. neural nets) are 
used

 No need to understand the internal logic of an algorithm

 Less likely to infringe the rights and freedoms of others, reveals 
minimal proprietary information





The future of governance via explanation

Contrastive and selective explanations are a methodological challenge

 More work is needed on methods designed for users and non-expert 

subjects

 e.g. counterfactual explanations (Wachter et al.), document 

classification (Martens and Provost)

Selective and social explanations are a governance challenge

 Interfaces and APIs needed that encourage dialogue & let users 

experiment and select their own explanations according to their unique 

interests and needs

 Explanations must be shown to not intentionally mislead users

 Relevant decision-making standards must be identified to determine 

required, case-specific content of explanations

 Limited discussion of justifiability without this…



4. Governance beyond explanations











 Seamless, privacy-invasive and unforeseeable

 Inexplicable 

 Unintuitive

 Information asymmetry

 Seemingly endless opportunities for replication and sharing

 Might not be deleted and forgotten 

 Passive, unintentional and unavoidable 

 Clicking, typing, and browsing behaviour 

 Geolocation, Eye/mouse tracking 

 Third party data 

 Friends on Facebook



Right to be



A right to reasonable inferences; or, a ‘right how to be seen’ 



Inferences, predictions, and opinions

 Banking: “Frank is not a reliable borrower”

 Insurance: “Dennis may have undiagnosed bipolar disorder”

 Employment “Deandra is a not good worker and should not be 

hired”

Predictions and assumptions are not verifiable and thus, 

difficult to correct or contest, despite having such rights 

under the GDPR 



Inferences as “economy class data” in EU policy & jurisprudence 

Article 29 Working Party

 Are personal data 

 Most GDPR rights are 
applicable 

 Remit of data protection law is 
to make decision-making more 
transparent and accountable 

European Court of Justice

 Unsure if personal data 

 Rights only applicable according 
to purpose 

 Remit of data protection law is not 
to regulate the content decision-
making 



Private autonomy in decision-making 

 No right to get a job

 No right to get insurance 

 No right to get a loan 

 No right to attend university 

Few decision-making standards in the private sector 

No recourse 



Re-thinking data protection law 

 Protections and controls for input as well as output 
data 

 We do not necessarily need new laws; we need to 
remember the broader purpose of data protection law

 It is not about data; it is about people and privacy 



Ex ante right to justification (appealing to sectoral considerations)

 Relevant and normatively acceptable

 Inference 

 Data source 

 Reliable 

 Data and methods 

Ex post right to contest

 Explanation and contestation of unreasonable inferences 

‘High risk inferences’- privacy invasive or reputation damaging and 

have low verifiability (e.g. predictive or opinion-based)

Proposal: a right to reasonable inferences



Thank you!
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